CG168 Homework 4

Mark Johnson
due 9th October 2008

A Maximum Entropy model for parsing

Your homework assignment is to construct a maximum entropy parsing model for the de-
pendency parsing framework we’ve been using in previous assignments.
The feature function vector f consists of the following feature functions:

fy(y,x) = 6,(y) for each y/ € Y
fiva(y, ) = 6y(y)oy(z;) foreach jel,... kv eV 2 € X,

where & = (z1,...,2;) is a context vector, and A& is the jth component of X.

Informally, f, “fires” whenever y appears in the input, while f; , , fires whenever y appears
together with x; in the input. We let f be the sequence containing all the f, functions
followed by all the f;,/ ,» functions.

Count how often each feature fires on the training data, and prune the features that don’t
fire at least 5 times.

Then use a numerical technique such as Conjugate Gradient or L-BFGS to find the
feature weights w that minimize the following regularized negative log likelihood:
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Questions:

1. Specify the number of feature functions you found met the count threshold on the train-
ing data, the optimization method you used, the number of likelihood function evalua-
tions required, and the value of the negative log likihood of the training data Lp and the
value of the reqularizer R that you found at the optimal value of w. (My program uses
the OWLQN L-BFGS optimizer and required 298 function evaluations. At iteration
50, —logLp = 477,140 and R = 23137.7).

2. What is the accuracy of your classifier on the development set? Ie., how accurately
does your classifier predict the y associated with each context x in the development set?
(On the training set my classifier has an accuracy of 0.915).

3. How accurate is the dependency parser whose actions are chosen by the mazimum
entropy classifier you have just constructed? (On the training set my dependency parser
has an accuracy of 0.80).

4. (200-level) What happens when one of the components of context, say x;, takes a value
not seen in the training data? Is this reasonable? Can you suggest a better way of
dealing with “unknown words”? Implement your idea, and report its classification and
PArsing GCCUTACIES.



